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4 UMF core mechanisms  

4.1 Governance mechanisms/tools  

4.1.1 Translation mechanisms  

The translation of business goals to low level policies (well known as “policy refinement” as well), which 
encompass semantics and reasoning techniques, accomplish the successful conversion of higher level policies 
to lower level policies, enabling policy continuum and business goals realization.  

The stages of policy translation realization are: 

a. Specification of the kind of information that is conveyed by the corresponding policies. The respective 
information flow of “Business level” policies is related to business-level goals and service requests,  
the information flow of “Service level” policies is related to service characteristics as these reflect to 
specific network parameters, and the respective info flow of “NEM” policies is related to demanded 
operation/behaviour/usage of NEMs/elements/resources in specific network segments.    

b. Definition of relevant information classes with corresponding semantics for each level.  

c. Determination of the relation between classes of adjacent levels.  

d. Design of the alternative form of policies per level with the assistance of proper operators, based on 
the corresponding operations/processes and NEMs coordination, and the correlation with the defined 
classes.  

In essence, the policy manager of each level receives the policy, recodes it and proceeds to its deconstruction 
to a set of instances of info classes. In case, that there are not any relevant classes, policy managers are 
“learning” to create new classes and associate them with classes of the upper and lower level. 

The design of the policies structure may be effectuated in the framework of the existent policy model that is 
related to the selected information model (SID).  

For example in UC6 demo, the administrator writes to the console of the H2N tool: “I want to serve new traffic 
consisting of 300 mobile concurrent users of Video Conference Application with SLA corresponding to high 
QoS, on top of my multi-vendor and multi-technology infrastructure in a reliable manner, for the centre of 
Piraeus, between 4.00pm and 4.30pm”. This phrase is transformed to a Business level policy entitled 
“BusinessLevelEntryNotification”. Specifically, the info elements are identified and the respective values are 
registered to the corresponding info classes. So, the instances of the classes: OperatingScheme, 
NumberOfUsers, GovLocationInfo, GovTimezoneInfo, GovApplicationInfo, are produced. Some of the classes 
may consist of an array of other classes, as for example the GovApplicationInfo. In this case, the instances of 
the classes are shown in Table 8.    

Table 8. Instances of classes of “BusinessLevelEntryNotification” policy 

Business level policy classes Instances 

OperatingScheme reliable accommodation of traffic of all users 

NumberOfUsers 300 

GovLocationInfo centre of Piraeus 

GovTimezoneInfo between 4.00pm and 4.30pm 

GovApplicationInfo GovApplicationInfo Video Conference Application 

GovQualityLevel High QoS 

These classes are combined (based on the affiliated semantics, the structure of policies in the framework of the 
selected policy model and the syntax rules of the selected policy language), and construct the business policy 
“BusinessLevelEntryNotification”.  

This business level policy is sent to the suitable entity (entity that realizes the relevant SAD_FB functionality in 
this case), which analyses the received policy and generates the instances of the classes that are associated 
with the contained info elements. Specifically, she generates the instances of the classes NumberOfUsers, 
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GovLocationInfo, GovTimezoneInfo, and targets at generating instances of the classes that are associated with 
GovApplicationInfo [Application, GovQualityLevel]. In order to achieve this, she obtains updates of the rules for 
association of services to users classes and quality levels from the respective Repository, corresponding to 
specific Quality of Service parameters. These rules constitute another business level policy entitled 
“AssociationNotification” policy. The contained info of the policy is assigned to classes: 
UserClassesOfApplication, QualityLevelParametersOfApplicationOfUserClasses. Finally, based on this policy set, 
the policy manager of the service level generates instances of the classes:  NumberOfUsers, GovLocationInfo, 
GovTimezoneInfo, Application, QualityLevelParametersOfApplication. 

These classes are combined to make up the corresponding service level policy that is sent to the proper entities 
(which manage the potential targeted NEMs). After the suitable operations of the responsible entities, which 
are triggered by this service level policy, the base stations in the determined area are identified, and based on 
the estimated load (probability) for each of them, the base stations (RAN elements) that will be used are 
selected and the relevant calculated values are assigned to the corresponding classes. Then, the policy 
manager of the entity that effectuates the CSC_FB functionality, combines the relevant instances of classes 
Application, NumberOfUsers, RANelementParameters, with the proper operators, formulates the resource 
policy “NetworkOfferRequest” for each selected RAN element (NEM policy), and sends it to them.  

The presented approach enables the selection of different implementation policy languages, according to the 
needs and the particular goals of the operator. A high level representation of the policy continuum in this 
instantiation of UC6 is depicted in the Figure 28.   
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Figure 28. High level representation of the policy continuum for the instantiation of UC6. 

It is noted that the policies of this instantiation of UC6 have a “Request” form, which has not the classic form of 
Event-Condition-Action policy of Policy SID model. For example, for the representation of the 
“BusinessLevelEntryNotification”policy in the context of Policy SID model, although it can be considered that 
the PolicyActions are of the form “SET <action-target> to <value>”, there is not PolicyCondition of the form: “IF 
<policy-condition> is TRUE”, and the definition of PolicyConditionSpec complicates attempts unnecessarily to 
adapt the high-level governance policies and associations to SID framework. This fact emphasises the need for 
extension of the SID policy model,  in order to cover all the possible forms and cases that will accrue from 
different requirements in the future networks and systems. Furthermore, in the framework of extension of SID 
policy model, it would be helpful to study extensions of a set of defined attributes, for example in the context 
of PolicyRuleBase and PolicyRuleSpecifications  (e.g. the alternatives choices for executionStrategy).  
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Based on the above approach for policy translation, future work may comprise: 

 Mapping of parameters of tentative messages of Use Cases in D2.1 (with probably necessary updated 
information) based on the selected IM (SID) (Cooperation of WI2 and WI6). 

 Delegation of info classes per policy level and definition of proper semantics 

 Definition of the policy model- possibly extension of SID policy model 

 Selection of policy language per level.  

For the realisation of the translation (refinement) of the high level policies (resides in highest level of policy 
continuum) to low level policies (resides in the lowest level of policy continuum), a variety of policy refinement 
methods have been proposed so far with certain pros and cons, the most typical of which are: 

 Goal-oriented policy refinement 

 Classification-based policy refinement 

 Ontology-based policy refinement 

 Prescription-based policy refinement 

 Case-based policy refinement 

In general, a key challenge in developing a policy translation approach is to achieve an acceptable trade-off 
between the generality of the approach and the level of automation possible. Fully-automated approaches are 
also highly specialised to particular applications domains and cannot be applied to other domains. On the other 
hand, generalised approaches to refinement require experts who are familiar with both the application domain 
and low-level formal representations to provide information regarding the managed system. 

After studying in detail the aforementioned approaches, the most efficient and wide accepted seems to be the 
ontology-based policy refinement methods. The use of ontologies to represent each level of the policy 
continuum, and the definition of mechanisms for translation using semantic techniques, made this approach 
valid with independence of the number of policy continuum levels selected to be implemented (e.g. 5 or 3 
levels). In this direction, we can assume that each vendor will have its own ontology for the lowest level, while 
an ontology for the business layer will be defined, assuming the n intermediate levels have also their own 
ontology. The translation methodology will describe how the translation can be done (mapping between 
ontologies); probably imposing requirements on the policy model (see [2][1]).  Then, at implementation time, 
one has to select the most appropriate number of levels for his particular problem. 

Among the various ontology-based policy refinement methods the most prominent candidate is the use of 
OWL/SWRL for the representation, translation and reasoning of policies, for the following reasons: 

 It is a general approach which can be applied to a variety of application and technological domains in 
contrast to other methods which require high human intervention (e.g. prescription-based policy 
refinement, case-based policy refinement) 

 It is a highly automatic approach. The generation of ontologies and SWRL rules ensures the 
automaticity of the translation process. 

 Support interoperability between high level policies and low level policies, enabling bidirectional 
information mapping at runtime. This approach is the only one (to the best of our knowledge) that 
supports bidirectional refinement of policies. 

 It is not as complicated as other methods (e.g. goal-oriented policy refinement) 

 Provide interoperability with other information models (apart from SID), policy models, and behaviour 
definitions since they are represented in OWL and SWRL.  

 Can be interpreted and executed by general purpose semantic engines. 

 Can be implement with reasonable resources.  

Another approach of realising the policy refinement procedure and network governance framework in general, 
considers KPIs as of crucial importance. More specifically, the performance of the operations of a 
telecommunication system as well as the performance of the services provided can be described by a set of 
KPIs. The current values of KPIs designate the current efficiency of the network in accomplishing the 
operational targets, while also indicating the overall performance of the services in fulfilling a certain level of 
quality defined in users’ SLAs (Service Level Agreements). In this direction, the proposed methodology defines 
the KPIs as the cornerstone of policy translation process. In practice, all the available KPIs do not equally affect 
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any possible business goal. On the contrary, specific types of goals are affected by sets of specific KPIs. 
Therefore, in order to constrain the policy translation process to only meaningful translations, we classify the 
available business goals into categories based on areas of interest and assign to each category a set of KPIs (e.g. 
category “QoE” includes the following KPIs: Delay, Jitter, Packet Loss).  

GoalCategoryi = {KPI1, KPI2, …….KPIn} 

The selected KPIs prove to affect (based on standards) the goals of the specific category in terms of network 
and service performance. In addition, the aforementioned KPIs can be either operational or service based KPIs 
(e.g. KPIs described in SLAs) reflecting the ability of the translation framework to co-manage network and 
services. 

In the meantime, the majority of policy translation studies concentrate on refining an initial goal into a set of 
low level policies that are generated dynamically from scratch. This approach, although general enough, lacks 
practical feasibility as it requires the operator to provide a vast quantity of information that is very difficult or 
even impossible to collect. In addition, the derived policies should be verified by the operator prior to their 
enforcement as they may be unexpected and may drive the network to instability.     

The proposed methodology is based on the reusability of policy templates for the generation of policies in all 
the layers of policy continuum. An indicative example of a policy template is depicted in Figure 29. According to 
this approach for each Goal Category or KPI set, a series of policy templates (based on OWL) are already stored 
in a pool of policy templates. In practice, these templates form the policy skeleton on which the real policies 
will be built during the translation phase. In the pool, some policies are linked reflecting the translation step, 
while others are subclasses of more general policy templates. These templates are generated by network 
experts and after their creation they can be reused or extended to meet the needs of the specific operator. 

 

 

Figure 29. Policy template in OWL. 

A vital input to the translation process is the network hierarchy and topology. This information is necessary to 
map the abstract entities (described in OWL) to real network devices, objects and operations and subsequently, 
to enforce the derived low level policies to selected network components. Additionally, in the proposed 
approach this information is used for the translation of policies between two subsequent levels of policy 
continuum. For example, the managed network may logically consist of a number of heterogeneous domains 
(e.g. LTE, WiFi, IP Core), each consisting of a number of network elements (e.g. access points, eNodeBs, routers, 
links), which also consist of the relevant supported operations and manageable objects. The translation process 
will refine the initial business goal to a number of sets of policies, reflecting this hierarchy (e.g. policy sets for 
LTE, WiFi, IP Core domains and subsequent policy sets for access points, eNodeBs and routers). This network 
hierarchy related information can be extracted from the network inventory system or can be derived by using a 
number of available tools that automatically generate network topology data using discovery techniques. 
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In line with the above, the proposed policy translation methodology relies on ontology-based policy refinement 
approaches and it is in line with the translation methodologies studied in [3] and [4]. The translation process, 
which is described in detail below, makes use of OWL/SWRL for the representation, translation and reasoning 
of policies. In addition, the translation process adopts the Policy Continuum approach presented in [5]. In the 
example illustrated in Figure 30 of five different levels / views are defined, each of which constitutes a different 
representation of the initial business goal. 

In each level of the policy continuum, a series of OWL classes is defined, enriched with object and data 
properties in order to express semantic relations. These classes conform to the considered Policy Ontology, by 
means of inheritance. Traversing the Policy Continuum in a bottom-up approach, OWL classes represent 
network concepts in a natural-language oriented approach. For instance, the concept of “USER” is defined in 
each level of policy continuum, as it can be depicted Figure 30 with different data properties in each layer (i.e. 
User Class, hasUC). 

 

 

 

Figure 30. The concept of USER in OWL. 

The transition between consecutive policy continuum levels is achieved through the use of SWRL rules. SWRL is 
a W3C [6] specification that combines OWL DL and RuleML languages. Rules are of the form of an implication 
between an antecedent (body) and consequent (head). The intended meaning can be read as: whenever the 
conditions specified in the antecedent hold, then the conditions specified in the consequent must also hold. 
Considering the examined approach, SWRL rules constitute the intermediate among policy continuum levels 
and achieve the translation from business to operation level concepts. An indicative example of SWRL rule is as 
follows,  

Policy(?p) AND hasBussinessUser(?p, ?buser) AND Business_Gold(?buser) AND hasNetworkUser(?p, ?nuser) -> 
Network_Gold(?nuser) AND hasUC(?nuser, 1) 

For the considered SWRL rule, the antecedent part examines if individuals of Business_Gold class exists. If so, a 
one-hop step to the Network level exists where the user individual is assigned a semantic property value. As a 
consequence, the definition of both OWL classes and SWRL rules provide us with ability of simplified modelling 
and automate reasoning. No extra effort is considered, apart from the initial specification (on business level) of 
the appropriate OWL-class individuals.  

The translation process (for the case of 5 policy levels) is illustrated in Figure 31. The translation process 
comprises the following steps (for simplicity we assume 5 level of policies, while this approach can be easily 
configured to support any number of policies selected): 

Step 1: The initial business goal (relying on the business goal level of policy continuum) is classified to a Goal 
Category based on operator’s selections 
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Step 2: The business goal is translated to one or more network level policies based on a) Goal Category to KPIs 
mapping and b) combination of high level semantics (e.g. “High level of Speed”) and service classification (e.g. 
Transactional service) to KPI values (e.g. KPIDelay < 50 msec) mapping. 

Step 3: For each network level policy a series of template policies (for all the subsequent levels) are extracted 
from the policy template pool. The selection of the appropriate policy templates is done based on the set of 
KPIs involved and the initial goal classification. In general each policy template is a policy skeleton that contains 
the policy structure and the policy variables, while the values of variables are missing. During the translation 
process the missing values are filled and the real policies are generated. 

Each network level policy is translated to a set of domain level policies. This translation is based on: a) actual 
network hierarchy (the composition of network to domains and the type of each domain), b) the translation 
algorithm and c) the domain level template policies.  

Step 4: The translation algorithm specifies the way in which a KPI performance or a parameter value is shared / 
split among the available domains. In its simplest form the algorithm translates KPI / parameter values 
proportionally among domains based on weights assigned to each pair of {domain, KPI/parameter}. An 
example of domain weights per KPI/parameter is illustrated in Table 9. Thus: 

 
NetLevel

iid

DomLevel

id KPIWKPI *,,  

where 

Dom Level

idKPI , is the value of KPI i for the domain d on domain level, 

NetLevel

idKPI , is the value of KPI i on 
network level, and Wd,i is the weight assigned to domain d and KPI i. 

More complex algorithms can be implemented as well, or different algorithms can be used based on the 
number of policy levels and the algorithm’s objectives without losing the generality of the proposed approach. 
The weight values can be specified by the operator or can be estimated by the framework by using knowledge 
building functionalities (e.g. initially all weights are equal, while during network operation weights are modified 
automatically by knowledge components based on monitoring) and therefore, increase the level of automation 
(minimum operator effort).  

Then, the domain level policies are generated based on the domain level policy templates selected in step (3). 
During this phase, the generated policies are customised in terms of filling / extending the policy skeletons 
according to the above estimations of KPI and parameter values. 

 

 

Figure 31. Policy translation process. 

The SWRL rules used support KPI evaluation, by adding class relations and swrl semantics (e.g. 
swrl:greaterThan(), swrl:equal()). 
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Step 5: Each domain level policy is further translated into a set of network element level policies. This process 
is similar to step (4). The translation is based on: a) actual domain hierarchy (the composition of domain to 
network element), b) the translation algorithm and c) the network element policy templates. The translation 
algorithm uses weights in order to translate KPI/parameter values on domain level to respective values on 
network element level. Then, policies are generated based on the network element level policy templates 
selected in step (3), properly extended to include the results of the translation algorithm. 

Step 6: On the final level each network element level policy is further translated to a set of operational low 
level policies. The translation is realised by generating operation policies from the operation policy templates 
and enhancing them with KPI/parameter related information. In this step a mapping is realised between the 
involved KPIs/parameters and the available operations/functions of the network elements. In practice, the 
derived operations are already described in policy templates, while the operation parameter values are 
determined by the translation algorithm. 

Table 9. Domain Weights per KPI/Parameter 

Domain i 

KPI weights Parameter weights 

KPI1 KPI1 .... KPIn Par1 Par2 .... Parm 

WKPI,1 WKPI,2 .... WKPI,n Wpar,1 Wpar,2 .... Wpar,m 

4.1.2 Policy validation, conflict detection and resolution 

Policy conflict detection should be performed in all stages of policy translation between the different policy 
levels. If the outcome of the policy conflict detection is that the conflict cannot be resolved, a proper 
mechanism has to be designed, which will translate the conditions that led to this decision to a human friendly 
formulation, for the enlightenment of administrators/operators. Based on this, it may be required the 
alteration of specific business goals from the operators. 

 In this section a brief description of policy conflict validation and detection strategies is provided. Firstly, we 
present the state of the art approaches that are available in the literature and have been used as a basis for the 
production of our approach. 

Policy validation, policy conflict detection and conflict resolution have attracted research interest over the past 
years. In [7] the authors describe a set of methods that are necessary to be applied in order to resolve conflicts. 
More specifically, approaches for monitoring conflicts at run-time and for conflict resolution are analyzed. 
Authors’ approach is based on their previous work on the specification of policy model [8] and the methods 
they developed for conflict detection [8][9][10][11].The approach in [7] has set the basis for [12] where the 
authors present an approach towards policy conflict analysis based on the formalization and reasoning 
provided by Event Calculus and its application in the domain of DiffServ QoS management. Finally, in [13] an 
approach that is based on free variable tableaux for detecting conflicts resulting from the combination of 
various kinds of authorization and constraint policies used in Web Services environments is introduced. The 
method not only enables static detection of policy conflicts such as modality and static constraint conflicts (i.e. 
propagation, Chinese wall, time constraint etc.) but also yields information that is helpful for correcting the 
policies. The approach can be applied to various policies written in different policy definition languages. 

In the methodology followed, a transformation of the problem of anticipating conflicts between policies into an 
ontology consistency checking problem will be studied. This process could be based on this conflict resolution 
cycle:  identify-classify-detect-resolve. Future work for conflict resolution comprises the investigation of static 
and dynamic conflict detection strategies as well as studying conflict resolution strategy based on the 
establishment of policy precedence as it also suggested in TM Forum.  

In the followed approach policy conflict detection is performed in the final stage of policy translation (i.e. 
operation level). In case the outcome of the policy conflict detection is that the conflict cannot be resolved, a 
proper mechanism has to be designed, which will translate the conditions that led to this decision to a human 
friendly formulation, for enlightenment of administrators/operators. Additionally, a potential the requirement 
that should also be taken into consideration is the requirement for alteration of specific business goals from 
the operators, in order to allow as many policy rules as possible.  
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Policy Conflict Resolution (PCR) module in our case is considered as part of the Policy Decision Manager logical 
block. As shown in Figure 32 PCR interacts with the Policy Translation module. More specifically, PCR receives 
as input the outcome of the Policy Translation procedure. This outcome is formed as a PolicySet object that 
conforms to the TM Forum standards. This object includes all the low level policy rules (i.e. policy rules that can 
be understood by the NEMs) that should be applied to the NEMs. The result of the PCR is the production of a 
conflict-free Policy Set object. This outcome is passed then to the Distributor and so on until they are applied to 
the NEMs. Future plans of our work include the production of a reverse process regarding policy translation, 
which will produce the refined Business Goals based on the new Policy Set object produced by the PCR module 
and will provide these Business Goals to the operator.  

 

Figure 32. Policy Conflict Resolution interaction. 

Figure 33 presents the steps of execution of the Policy Conflict Resolution module. As mentioned afore, PCR 
receives as input a Policy Set object from the Policy Translation module. Then PCR is executed in 3 logical steps: 

 Identification of newly expressed rules and already deployed rules 

 Conflict detection and suggested actions for resolution 

 Production of conflict free policy set 

At the first step PCR receives the Policy Set object and decomposes the list of Policy Rules included in it to 2 
lists (i.e. one with the deployed policy rules and one with the new policy rules) based on a cache memory 
preserved. Then, the second step is further split in 3 steps checking for conflicts regarding the events, the 
conditions and the actions respectively. It should also be noted that during the conflict detection on conditions 
of the policy actions a set of conditions that do not lead to conflict and could replace the initial policy 
conditions is produced. Furthermore, when the algorithm is checking for conflicts on actions a complementary 
predefined matrix, namely Service Interdependencies matrix is checked to evaluate whether two actions are 
conflicting or not. Finally, a conflict-free policy set object is produced and returned to the Policy Translation 
module. This policy set contains the modified Policy Rules that do not contain conflicts. Also, the Cache 
memory with the deployed and new rules is updated. 
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Figure 33. Policy Conflict Resolution flow. 

4.1.3 Policy assessment mechanisms  

The successful translation of high level to low level policies is of high importance from the operator’s point of 
view. Term “successful” is used to express the sufficiency of the derived policies to accomplish the goals 
described by the operator in the high level policies. A successful policy will lead to well controlled and efficient 
network operations, while an unsuccessful policy may lead to misconfigurations, QoS / QoE degradation and 
network instabilities. Thus, a mechanism able to evaluate the policy translation process and measure the gains 
from the policy application is necessary. The success of a policy in accomplishing the goals described by the 
operator is in strong relation with the trustworthiness of this specific policy. Trust of policy can be defined as a 
comparison between the reference behaviour (the behaviour implied in high level policies) and the actual 
behaviour (based on measurements) of the network after the implementation of the policy. According to this, 
policy trustworthiness is a measure of policy assessment. 

In order to estimate Trust, the Entropy-based trust model [15] can be used which uses uncertainty as measure 
of trust. In the proposed method of trust estimation, the concept of trust describes the certainty of whether 
the implemented policy will fulfil the objectives described in the high level goals. Information theory states that 
entropy is a nature measure for uncertainty [16]. Thus, entropy-based trust value is defined as: 
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where H(p) = −p log2(p) − (1 − p) log2(1 − p) is the entropy function and p=P{policy,successful}. 

According to this formula, the trust value is a continuous real number in [-1, 1]. This definition satisfies the 
following properties. When p=1, the subject trusts the policy the most and the trust value is 1. When p=0, the 
subject distrusts the policy the most and the trust value is -1. When p=0.5, the subject has no trust in the policy 
and the trust value is 0. In general, trust value is negative for  and positive for . Trust value is 

an increasing function of p. 

According to the aforementioned trust methodology, the policy assessment function calculates p after the 
implementation of a policy, based on network measurements collected by agents (reflecting a set of KQIs and 
KPIs according to TM Forum SLA Management Handbook) and assigns to this specific policy a value of trust. The 
estimated values of trust for specific policies can also be presented to the operator through the H2N 
Governance GUI in order to be able to supervise and control the underlying autonomic functioning. 

An example of Trust of policy estimation is illustrated in Figure 34. Trust of policiesIn this scenario the 
trustworthiness of three candidate policies are estimated based on network measurements. In detail the 
following KPI is selected for policy evaluation: 90% of the end-to-end packet delay values should be below 
200msec. The value of P is calculated after the implementation of the policy, while it is assumed that a policy is 
successful if the KPI is valid (Trust value > 0). The Table the estimated values of p, H(p) and policy 
trustworthiness according to the aforementioned methodology. The assessment of policy translation indicates 
that both policies are successful. In addition, as far as Trust of policy is concerned, it becomes obvious that 
policy of scenario 2 is more trustworthy than policy of scenario 3. In reality, policy of scenario 3 is 
untrustworthy at all as its value is near 0. In a real implementation, assuming that the Trust threshold for policy 
evaluation process is set to 0.3, the policy of simulation scenario 3 will be rejected, having policy of scenario 2 
as the only candidate solution.   

 

 

Figure 34. Trust of policies  
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4.1.4 Network supervision mechanisms  

One of the most important decisions is about which information to show so to fulfil the requirements from the 
human network operators. The main QoS factors contributing to service performance are service support, 
operability, accessibility, retainability, integrity, security and performance [14]. Therefore, each service 
performance can be characterised by a combined set of the aforementioned QoS factors.  The parameters 
chosen as contributors to the QoS factors may be service specific, technology specific, or service and 
technology independent parameters. The parameters selected are those that are fundamental to the service 
and affect the customer’s experience. The selected parameters which are reflecting the selected KQIs (Key 
Quality Indicators) of the services and the relative KPIs (Key Performance Indicators) can be monitored in real 
time by the operator thought the H2N interface. In addition, alarms can be programmed (manually or 
automatically) to be generated in case of performance degradations or violations (e.g. SLA violations).  

The chosen parameters can be further combined into a single QoS value or index (to be presented to the 
operator) which represents the delivered QoS and provides an overall view of how well the delivered service 
meets the committed service.   

4.2 Information and knowledge management mechanisms 

4.2.1  Information collection and dissemination mechanisms  

We discuss below a number of ICD mechanisms or algorithms that could be potentially used in the 
corresponding sub-block. At this stage of work, we selected mechanisms that partners of the consortium are 
already familiar. Of course, this list of mechanisms is not exhausting, since it is an ongoing work to evaluate or 
suggest appropriate mechanisms for certain environments.  The same argument is valid for all other IKMS sub-
blocks too.  

An information collection approach we consider here is to use a number of distributed information collection 
points deployed in the different NEMs. The Information Collection Points (ICPs) act as sources of information: 
they monitor hardware and software for their state, present their capabilities, or collect configuration 
parameters. The IKMS supports three types of information collection queries coming from the ICD to a NEM 
ICP(s): (i) 1-time queries, which collect information that can be considered static, e.g., the number of CPUs, (ii) 
N-time queries, which collect information periodically, and (iii) continuous queries that collect information in 
an on-going manner. 

ICPs should be located near the corresponding sources of information in order to reduce communication 
overhead. Filtering rules based on accuracy objectives should be applied at the ICPs, especially for the N-time 
and continuous queries, for the same reason. Furthermore, the ICPs should not be many hops away from the 
corresponding IKMS nodes (e.g., in case of a distributed IKMS infrastructure). For example, in case of an 
information aggregation process, the network overhead between the ICPs and the Information Aggregation 
Component should be minimum. 

An ICP can have 5 main components: the sensors, a reader, a filter, a forwarder and an ICP controller. These are 
described below. 

The sensors can retrieve any information required. This can include common operations such as getting the 
state of a server with its CPU or memory usage, getting the state of a network interface by collecting the 
number of packets and number of bytes coming in and out, or getting the state of disks on a system presenting 
the total volume, free space, and used space. In our implementation, each sensor runs in its own thread 
allowing each one to collect data at different rates and also having the ability to turn them on and off if they 
are not needed. 

The reader collects the raw measurement data from all of the sensors of an ICP. The collection can be done at a 
regular interval or as an event from the sensor itself. The reader collects data from many sensors and converts 
the raw data into a common measurement object, consistent to the UniverSelf information model and/or an 
intermediate format for the channel communication (i.e., to minimize overhead). 

The format may contain meta-data about the sensor and the time of day, and it contains the retrieved data 
from the sensor. The filter takes measurements from the reader and can filter them out before they are sent 
on to the forwarder. Using this mechanism it is possible to reduce the volume of measurements from the ICP 
by only sending values that are significantly different from previous measurements. By using filtering the ICP 


